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Abstract. The proliferation of intelligent edge devices necessitates the
deployment of complex neural networks under stringent and often variable
energy budgets. A static choice of model, however optimized, is frequently
suboptimal in dynamic environments. This paper explores dynamic neural
inference, where the computational path is adapted in real-time to balance
the trade-off between accuracy and energy consumption. We introduce
and analyze the granularity of switching as a key design dimension. We
prototype and compare strategies at two ends of this spectrum: (1) a
coarse-grained, inter-model selection system, and (2) a fine-grained, intra-
inference adaptation framework. Our work demonstrates that the optimal
strategy involves a clear trade-off between the flexibility of control and
the overhead of the switching mechanism, providing a new perspective
for designing robust, on-device AI systems.
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1 Introduction

Deep neural networks (DNNs) have achieved state-of-the-art results across do-
mains such as computer vision, speech recognition, and natural language pro-
cessing [13,19,1]. However, this progress comes at the cost of computational
demands. Transformer-based models often involve hundreds of millions of param-
eters, making them challenging to deploy on edge devices [5,15]. The proliferation
of intelligent edge devices has intensified the demand for deploying models under
tight constraints on latency, memory, and energy consumption [12,3].

In particular, many edge systems operate under variable energy availability,
such as battery-powered or energy-harvesting devices [23,21]. Traditional ap-
proaches to efficient inference rely on static model compression techniques, which
fix the trade-off between accuracy and efficiency at design time. A statically
optimized model may be over-provisioned during energy scarcity or under-utilized
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when resources are abundant. This gap motivates dynamic neural inference—
adjusting computation in real time based on runtime constraints.

Existing dynamic methods, such as early-exit architectures [18,22] and mixture-
of-experts (MoE) [17,6], typically employ data-driven gating focusing on input
difficulty rather than adapting to the system’s resource state. Recent works
exploring energy-aware settings [23,2] still primarily focus on performance rather
than explicit energy control. To address this, we explore resource-driven dy-
namic inference, where adaptation is guided by device-level constraints. We
propose viewing dynamic inference along a spectrum of switching granularities.

Contributions. The main contributions are:

– We formalize switching granularity as a key design axis for energy-aware
dynamic inference.

– We prototype and compare strategies across this spectrum—coarse-grained
inter-model selection and fine-grained intra-inference adaptation—using both
rule-based and learnable gating mechanisms.

– We analyze the trade-offs between control flexibility, computational overhead,
and energy efficiency.

2 Related Work

2.1 Model Compression

Static compression techniques such as pruning, quantization, and knowledge
distillation reduce inference costs but fix the accuracy-efficiency trade-off at
design time [8,14,10,7,9,11]. These methods produce a single model optimized
for an average operating point. In contrast, our work leverages a pool of such
models, using them dynamically based on runtime resource conditions, extending
beyond static compression to adaptive utilization.

2.2 Dynamic Inference Systems

Dynamic inference adapts the network’s behavior at runtime. The early-exit
mechanism terminates inference early when intermediate classifiers achieve suffi-
cient confidence [18,16,22]. The Mixture of Experts (MoE) framework routes
inputs to specialized subnetworks [17,6]. Unlike traditional data-driven MoE ar-
chitectures, our work introduces a resource-driven gating mechanism. Instead
of conditioning expert selection purely on input data, our gate uses the current
energy state of the device to determine the computation path, enabling explicit
control over energy consumption without retraining the model for every operating
condition.

3 Proposed Methodologies

To address static model limitations, our system employs a heterogeneous “pool of
experts” with varying accuracy-cost profiles. A Gating Mechanism evaluates
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the current energy budget (E) and routes the input to the most accurate expert
(m∗) that the device can afford (C(mi) ≤ E), automatically switching to cheaper
models during scarcity (Fig. 1).

Fig. 1: Overview of the Energy-Aware Gating Mechanism. The system dynamically
routes inputs to the highest-fidelity model affordable under the energy budget
(E).

3.1 Switching Granularity

We define switching granularity as the scale at which dynamic decisions are
made. Coarse-grained approaches treat entire models as atomic units (inter-
model selection). Fine-grained approaches adapt computation inside each layer
or operation (intra-inference adaptation), such as dynamic precision scaling [4] or
adaptive computation graphs [20]. We prototype at both ends of this spectrum.

3.2 Coarse-Grained: Inter-Model Selection

This strategy treats models as atomic units. A gating network selects one entire
model from a structured family derived from a common backbone via varying
degrees of Scale (S, via pruning) and Precision (P , via quantization). Given a
budget E, the deterministic policy π(E) solves:

m∗ = arg max
mi∈M

A(Si, Pi) subject to C(Si, Pi) ≤ E (1)
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where A is accuracy and C is energy cost. The system iterates to find the
highest-fidelity configuration (Si, Pi) strictly satisfiable by the current state.

3.3 Model Selection: Trainable Data and Energy-Aware Gating

This approach utilizes a sophisticated, end-to-end learned policy. Our gating
network is trained via differentiable soft-routing, relaxing discrete selection
into a continuous weighted average.

Fig. 2: The differentiable energy-aware gating mechanism and soft-routing process.

Gating Network Architecture. The gating network Gθ treats energy as a “first-class
citizen." We employ a dual-projection architecture taking two inputs.

Inputs and Projections

– Text Embedding (v): The vector representation of the input text x (di-
mension D = 768). This is passed through a text projector to yield a hidden
representation hv ∈ RH .

– Energy State (E): The current scalar energy level. A simple scalar lacks
the dimensionality required to interact effectively with the high-dimensional
text embedding in a neural network. Therefore, we project E into a latent
feature space RH using a Multi-Layer Perceptron (MLP). This expansion
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allows the network to learn complex, non-linear decision boundaries regarding
energy availability. The projection is defined as:

hE = ReLU(W2 · Tanh(W1 · E + b1) + b2) (2)

Here, W1 ∈ RH×1 and W2 ∈ RH×H are learnable weight matrices. The
Tanh activation normalizes the continuous energy signal, while the subsequent
linear transformation and ReLU activation allow the model to extract rich
features representing the “energy state."

Fusion and Decision. These latent representations are concatenated (z =
concat(hv,hE)) to place semantic context and physical constraints into the
same vector space, allowing the classifier to learn conditional dependencies. The
joint vector is processed via MLPgate to produce logits l ∈ RN for the N experts.

Training via Differentiable Soft-Routing. We freeze expert parameters and train
the gate by backpropagating through a weighted mixture. We compute softmax
probabilities p = Softmax(l) over the gate logits. The final system output ŷmix

is the weighted sum of expert logits: ŷmix =
∑N

i=1 pi · ŷi. This makes selection
differentiable. We employ a composite loss function balancing task accuracy with
an expected energy cost (Cexp =

∑
pi · C(mi)) penalty:

Ltotal = CrossEntropy(ŷmix, ytrue) + λ · ReLU(Cexp − Esim) (3)

At runtime, inference requires discrete selection to save energy. We calculate
logits using actual energy Ecurrent, apply an affordability mask (setting logits
where C(mi) > Ecurrent to −∞), and select the expert via argmax.

3.4 Fine-Grained: Intra-Inference Adaptation

This strategy adapts computation during a single forward pass. We model
the network as a sequence of computational segments, S = {s1, . . . , sL} (e.g.,
Transformer layers). Each segment sj has possible computational modes Pj =
{fp32, int8, int4}, each with an energy cost C(spj ). A greedy, resource-aware policy
π selects mode pj based on remaining energy Ej :

pj = arg max
p∈Pj s.t. C(spj )≤Ej

Accuracy(p) (4)

This yields a “hybrid-precision" forward pass. Initial layers may run in FP32,
while deeper layers demote to INT8 or INT4 as the budget depletes. This provides
maximal flexibility but incurs higher runtime control overhead (L decisions per
inference).

4 Experimental Setup and Results

We implemented our prototypes in PyTorch and evaluated them on the GLUE
SST-2 sentiment analysis task using distilbert-base-uncased.
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Table 1: Performance Trade-offs of Final Expert Variants.

Model Variant Acc. (%) Lat. (ms) Size (MB)

Baseline (FP32) 90.5 2.1 260
Pruned 89.9 1.5 135
Quantized (INT8) 90.1 1.3 68
Pruned+Quant 89.5 1.1 35

4.1 Creation of Expert Model Variants

Our dynamic system utilizes a pool of experts created via two phases. Expert 1
(Baseline): We fine-tuned the base model for one epoch. Expert 2 (Pruned):
Fig. 3 confirms pruning without retraining significantly degrades accuracy. We
generated Expert 2 by iteratively removing 10% of FFN channels followed by
fine-tuning to recover performance.

(a) Acc. vs. comp. (b) Acc. vs. prune. (c) Comp. vs. prune.

Fig. 3: Pruning analysis without fine-tuning, illustrating the need for accuracy
recovery.

Expert 3 (Quantized): We compared INT8 and INT4 post-training quanti-
zation (Table 2). INT4 offered 66% compression but a prohibitive 36% accuracy
drop. We selected INT8 (∼48% size reduction, minor loss) and fine-tuned it to
recover accuracy. Expert 4 (Pruned+Quant): Combined pruning and INT8
quantization for the lowest-cost option.

4.2 Results: Coarse-Grained Gating Strategies

To evaluate the effectiveness of the coarse-grained gating mechanisms, we sim-
ulated a series of inference requests under a variable energy budget over 500
stochastic test samples. For these tests, expert costs were assigned using nor-
malized FLOP proxies [8,10]: Baseline (15.0), Quantized (10.0), Pruned (8.0),
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Table 2: Post-Training Quantization Strategy Comparison. INT8 was selected for
optimal balance.

Strategy Acc. Size (MB) Lat. (ms) Red. (%) Drop (%)

FP32 0.900 255.45 3.50 0.00 0.00
INT8 0.882 132.29 9.48 48.21 1.83
INT4 0.536 86.87 26.19 65.99 36.47

Table 3: Performance Comparison (500 Samples). The trained gate reduces energy
consumption by ∼30% without sacrificing accuracy.

Metric Rule-Based Trained

System Accuracy 87.03% 87.78%
Avg. Energy Cost 13.53 9.51
Skipped Inferences 9.0% 11.6%

Usage: Baseline 78.0% 0.0%
Usage: Quantized 11.9% 89.6%
Usage: Pruned 4.4% 1.1%
Usage: Pruned+Quant 5.7% 9.3%

and Pruned+Quantized (5.0). Table 3 compares the deterministic Rule-Based
Gate against the Trainable Gate.

The Trained Gate achieved a 29.7% reduction in average energy cost
(9.51 vs. 13.53 units) while marginally improving system accuracy (87.78% vs.
87.03%). The distribution of expert selection reveals the behavioral divergence
driving this efficiency:

– Greedy vs. Equilibrium: The Rule-Based policy, being deterministic and
greedy, defaulted to the expensive Baseline expert for 78.0% of queries. It
failed to recognize that the marginal accuracy gain rarely justified the energy
premium.

– Learned Obsolescence: Contrastingly, the Trained Gate deemed the full
Baseline obsolete (0.0% usage). It identified the Quantized expert as the
optimal equilibrium, selecting it for 89.6% of queries. This proves it learned
that the quantized model approximates the teacher sufficiently well for most
inputs.

– Dynamic Fallback: The Trained Gate utilized the lowest-cost experts (the
pruned variants) for approximately 10.4% of queries. This usage primarily
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occurs when energy reserves are critically low, demonstrating a learned ability
to "fail safe" to highly compressed models rather than attempting a high-cost
inference and failing.

Fig. 4: Heatmap of the Energy Projector’s internal activations. Distinct bands
show the network learned latent decision boundaries corresponding to expert
costs.

As shown in Fig. 4, the gating network learned specific decision boundaries
within the continuous energy signal. This confirms that the network distinguishes
between "safe" and "critical" energy states without explicit rule-coding, allowing
it to autonomously shift the selection distribution.

4.3 Results: Fine-Grained Intra-Inference Strategy

We evaluated the fine-grained strategy using a stochastic simulation of 500 IMDb
samples. The LayerwiseSwitcher operated in a highly volatile environment with
the initial energy budget randomized between 30% and 100% of capacity (40.0
units). We compared this adaptive policy against a static FP32 Baseline that
executes all layers at full precision (Cost: 60.0 units) regardless of the energy
state.

Table 4 summarizes the results. The adaptive strategy achieved a massive
57.18% reduction in average energy consumption (25.69 vs. 60.00 units)
compared to the static baseline. Notably, despite operating under aggressive quan-
tization for the majority of layers, the adaptive system maintained and slightly
exceeded the baseline accuracy. This demonstrates that layer-wise selectivity
effectively mitigates precision degradation.
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Table 4: Fine-Grained Switching Performance (500 Samples). The adaptive
strategy yields massive savings while remaining competitive in accuracy.

Metric Adaptive FP32 Baseline

Accuracy 53.20% 49.80%
Avg. Energy / Sample 25.69 60.00
Avg. Latency 3.09 ms 3.18 ms

Energy Savings 57.18%

Fig. 5: Fine-Grained behavior. Left: Heavy reliance on INT4 to meet budgets
while preserving FP32 early on. Right: Operating significantly below static cost
(orange).

The mechanism behind these savings is visualized in Figure 5. The precision
distribution reveals the policy’s resource-aware "survival" strategy:

– FP32 Usage (32.7%): The policy prioritizes high precision for the initial
layers whenever the budget allows. This accounts for roughly one-third of
operations, ensuring that critical early feature extraction retains high fidelity.

– INT8 Transition (6.8%): As energy depletes, the policy briefly transitions
through a narrow INT8 band. This zone is small because the cost difference
often drives the greedy policy directly to the lowest precision under tight
budgets.

– INT4 Dominance (60.5%): The majority of layers, particularly the deeper
ones, are executed in INT4. This "tail-end quantization" allows the system to
successfully complete inferences under strict constraints that would otherwise
cause system failure in static regimes.
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5 Discussion and Conclusion

Results indicate no universally optimal granularity. Coarse-grained selection offers
low overhead suitable for systems with high switching costs, while fine-grained
adaptation maximizes optimization potential despite higher decision frequency.
The "learned" behavior of our gate suggests static heuristics often over-provision
resources.

In this paper, we introduced switching granularity as a key design dimension
for dynamic neural inference. We prototyped coarse-grained inter-model selection
and fine-grained intra-inference adaptation. Our work demonstrates the potential
of resource-driven dynamic systems to improve AI efficiency and robustness on
energy-constrained edge devices. Future work will measure real energy costs on
physical microcontrollers.
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