
SLM-Based QoS-Aware Server Recommendation for 

Multi-access Edge Computing 

Abstract. Multi-access Edge Computing (MEC) environments require efficient 

server selection to ensure low latency and high-quality service under dynamic 

user mobility and varying network conditions. While large language model 

(LLM)-based approaches have been explored to support high-level decision-

making, their reliance on cloud-based models introduces latency, external 

dependency, and privacy concerns. Therefore, this paper aims to achieve QoS-

aware server recommendation in MEC environments without reliance on cloud-

based LLMs. To this end, we propose an small language model (SLM)-based 

QoS-aware server recommendation framework that enables standalone inference 

in MEC environments. The proposed framework leverages step-wise knowledge 

distillation to enable structured reasoning, including context understanding, QoS 

weight inference, and server selection. Experimental results show that the 

proposed approach effectively selects servers that match service-specific QoS 

requirements, achieving performance comparable to a cloud-based LLM. 

Compared to the static-weight baseline, it achieves approximately 51% lower 

response time and 46% higher throughput. These results demonstrate that the 

proposed framework effectively enables QoS-aware server selection by capturing 

user-specific requirements in MEC environments. 
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1 Introduction 

Multi-access Edge Computing (MEC) is a technology that enables low-latency services by 

placing computation at the network edge. MEC is a pivotal infrastructure for enabling 

future-oriented services such as artificial intelligence (AI), the Internet of Things (IoT), 

and physical AI. In a mobile environment, changes in user mobility and network state 

directly affect service quality, and accordingly, the issue of selecting the right edge 

server for the user is treated as an important research topic in the MEC environment.  

Early studies have succeeded in distributing server load or reducing latency using 

DRL or machine learning, and recently, research has been conducted to reflect user 

intentions and automatically design QoS compensation functions using the reasoning 

ability of large language model (LLM). However, cloud-based LLM approaches 

introduce practical limitations such as communication latency, external dependency, 

and privacy concerns, making them less suitable for real-time MEC environments. 

Therefore, this study proposes an intelligent edge server recommendation framework 

that leverages lightweight on-device intelligence to achieve efficient and adaptive 

decision-making[1]. This study extends the dataset and the cloud LLM-based operation 

framework established by Ju et al. [2]. Specifically, we construct an end-to-end 

framework in which a single small language model (SLM) autonomously performs the 
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entire server recommendation pipeline, from user intent analysis to server selection, 

without relying on external cloud APIs.  

The main contributions are as follows: 

1) Integrated framework for cloud-independent server recommendation: We design 

an end-to-end framework that unifies user context understanding, dynamic QoS 

weighting, and server selection within a single SLM, eliminating the need for cloud API 

calls in MEC environments. 
2) Empirical validation of reasoning transfer: We demonstrate that SLM can 

effectively replicate the multi-step QoS reasoning of a cloud-based LLM, 

including user intent analysis, dynamic QoS weight inference, and context-

aware server selection, achieving comparable performance without external 

dependency. 

3) Analysis of reasoning structure in SLM-based framework: Through ablation and 

step-reduction experiments, we analyze the impact of each reasoning component 

on server selection quality and show that integrating reasoning steps can reduce 

inference latency while maintaining comparable QoS performance. 

2 Related Work 

2.1 Edge Server Selection Strategies 

The problem of selecting the optimal edge server in MEC environments is crucial for 

improving QoE by reducing latency and enhancing resource efficiency [3–4]. Early 

studies mainly relied on simple heuristics based on single metrics such as distance or 

latency, which are efficient but fail to capture diverse service requirements.  

Subsequent work introduced multi-factor approaches considering response time, 

channel conditions, and computational resources [5], as well as MCDM methods such 

as TOPSIS to incorporate multiple QoS metrics [6, 7]. DRL-based approaches have 

also been explored for server selection and task offloading [8, 9]. However, these 

methods still struggle to adapt to dynamic user contexts. MCDM approaches often rely 

on fixed QoS weights, limiting flexibility, while DRL methods incur high training costs 

and have difficulty incorporating unstructured information such as user intent. 

2.2 User-Specific QoS Preference Modeling  

In an MEC environment, QoS modeling considering the user context is important 

because the required QoS may vary depending on the user location, mobility, and 

service type even for the same service. To reflect these characteristics, QoS prediction 

and service selection techniques reflecting the user environment have been studied to 

capture the QoS relationship between users and services [10]. 

However, most existing studies focus on QoS estimation, and many approaches rely on 

predefined or fixed weights for QoS indicators. This limits their ability to adapt to 

varying user contexts and dynamic service requirements [11]. 
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2.3 LLM-Driven Decision Making  

With the rapid advancement of generative AI, recent studies have explored the use of 

LLMs for task scheduling and decision-making problems [12, 13], and these 

approaches have been extended to networking tasks such as resource allocation and 

QoS optimization [14]. 

However, most existing approaches rely on cloud-based LLMs, which raise practical 

concerns such as external dependency, network communication overhead, and privacy 

issues caused by off-device processing of user data. In addition, their response time 

may vary depending on API and network conditions, which can be undesirable in 

latency-sensitive MEC environments.  

To address these limitations, recent research has begun to explore on-device LLMs 

for edge environments [15-17]. Based on this direction, we propose an SLM-based 

QoS-aware server recommendation framework that enables efficient and adaptive 

server selection by dynamically reflecting QoS preferences inferred from user context. 

3 Methodology 

This study proposes a customized edge server recommendation framework that reflects 

the user situation using SLM, aiming to improve user QoS in MEC environment. The 

proposed framework selects the optimal edge server by integrating user service-based 

contextual analysis, QoS weighting, mobility prediction, and server status inquiry. 

Fig. 1. Framework Structure 

3.1 Overall Framework 

Fig. 1 illustrates the overall architecture of the proposed SLM-based edge server 

recommendation framework. The framework operates in a mobile environment and 

selects the optimal edge server by considering user-specific QoS requirements based 

on information collected from user devices and network conditions. 
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The proposed framework consists of three main agents: ContextAgent, WeightAgent, 

and ServerAgent, along with supporting modules for mobility prediction and QoS 

evaluation.   

Given a user request defined by user identifier 𝑢, current location 𝑙, time 𝑡, service 

name 𝑠, and movement history 𝑙𝑠𝑒𝑞, the system sequentially performs context analysis, 

QoS weight generation, candidate retrieval, and server selection. 

 

Algorithm 1. SLM-based QoS-aware Edge Server Recommendation 

Input: user id 𝑢, location 𝑙, time 𝑡, service name 𝑠, user movement history 𝑙𝑠𝑒𝑞  

Output: selected server 𝑠𝑣𝑟̂ 

3: // Step 1: Analyze user intent 

4: context 𝑐, preferred_qos 𝑞 ← ContextAgent(s) 

5: // Step 2: Generate QoS weights 

6: weight 𝑤 ← WeightAgent(𝑐, 𝑞) 

7: // 𝑤 = {𝑤𝑅𝑇, 𝑤𝑇𝑃, 𝑤𝐿𝐷, 𝑤𝐹𝑅} 

8: // Step 3: Mobility-Aware Candidate Server Retrieval 

9: future location 𝑙𝑃𝑟𝑒𝑑  ← MobilityPredictModule(𝑢, 𝑡, 𝑙𝑠𝑒𝑞) 

10: 𝐶 ← NearbyServerInquiry(𝑙𝑃𝑟𝑒𝑑 , 𝑡𝑓𝑢𝑡) 

11: // 𝐶 = {𝑠𝑣𝑟𝑖, …, 𝑠𝑣𝑟𝑘} 

12: // Step 4: Collect QoS metrics for candidate servers 

13: for each 𝑠𝑣𝑟𝑖  in 𝐶 do 

14: 𝑀[𝑠𝑣𝑟𝑖] ← QoSMetricsMatching(𝑠𝑣𝑟𝑖 , s)  

15: // 𝑀[𝑠𝑣𝑟𝑖] = {𝑅𝑇𝑖 , 𝑇𝑃𝑖 , 𝐿𝐷𝑖 , 𝐹𝑅𝑖} 

16: end for 

17: // Step 5: Compute QoS scores 

18: for each 𝑠𝑣𝑟𝑖  in 𝐶 do 

19: 𝑀𝑛𝑜𝑟[𝑠𝑣𝑟𝑖]  ← Normalize(M[𝑠𝑣𝑟𝑖]) 

20: Score[𝑠𝑣𝑟𝑖]  ← QoSScoringModule(𝑀𝑛𝑜𝑟[𝑠𝑣𝑟𝑖], w)  

21: end for 

22: // Step 6: Select the best server 

23: 𝑠𝑣𝑟̂ ← ServerAgent({(c, w, M[𝑠𝑣𝑟𝑖], Score[𝑠𝑣𝑟𝑖]) | 𝑠𝑣𝑟𝑖  ∈ C}) 

 

3.2 Analyze user Intent 

To capture user intent, the ContextAgent analyzes the requested service 𝑠 and extracts: 

contextual information 𝑐, user’s preferred QoS metrics 𝑞. 

Unlike static rule-based mapping, this process leverages a SLM to interpret service-

level requirements, generating user context and inferring whether the service is latency-

sensitive, throughput-intensive, or reliability-critical. Based on this, it identifies the 

corresponding preferred QoS metrics. 
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3.3 Generate QoS weights  

Based on the extracted context and preferred QoS attribute q, WeightAgent generates 

a weight vector w corresponding to response time (RT), throughput (TP), server load 

(LD), and failure rate (FR). These weights dynamically adjust the importance of each 

QoS metric based on service characteristics. 

3.4 Mobility-Aware Candidate Server Retrieval 

To account for user mobility, the system first predicts the future user location based on 

historical movement patterns, and then retrieves a set of nearby candidate servers based 

on the predicted location. This ensures that the selected servers can provide stable 

connectivity not only for the current state but also for upcoming user movement. 

3.5 Collect QoS metrics for candidate servers 

For each candidate server, the system collects key QoS metrics, including response time, 

throughput, server load, and failure rate, to evaluate candidate servers in terms of 

performance and reliability. 

During QoS profile construction, missing values are estimated using a similarity-

based collaborative filtering approach for response time and throughput. If estimation 

is not possible, service-level or global averages are used as fallback. 

3.6 Compute QoS scores  

The collected QoS metrics are normalized within a set of candidate servers for 

consistent comparison. We then compute the QoS score for each candidate server by 

integrating user-specific QoS weights. This process allows the system to evaluate 

servers in a personalized manner based on user preferences and service characteristics. 

3.7 Select the best server  

Finally, the ServerAgent selects the optimal server by considering the user context, 

QoS weights, raw metrics, and computed scores. Unlike traditional approaches that rely 

solely on numerical ranking, the agent integrates contextual reasoning with quantitative 

evaluation. This enables a more robust and adaptive server selection in dynamic MEC 

environments. 

3.8  Training and Evaluation Pipeline 

Fig. 2 shows the learning and evaluation process of the proposed system. The learning 

data is constructed from teacher model outputs via response-based knowledge 

distillation and includes user context, preferred QoS, QoS weights, and selected server 

information. 
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The collected data is divided into training and test sets, and training is conducted in 

two stages. In Stage 1, the model learns to understand user context and infer QoS 

weights using datasets for context generation and QoS weight inference. In Stage 2, it 

learns the relationship between QoS information and server selection using datasets for 

QoS-aware server selection. To mitigate overfitting to the server selection task, we 

reuse Stage 1 data during Stage 2 training with a weighting scheme, preserving context 

understanding and QoS inference capabilities. 

For evaluation, the data is divided into seen and unseen services. Seen services assess 

generalization to new user samples of known services, while unseen services evaluate 

performance on entirely new services. 

 
Fig. 2. Training and Evaluation Pipeline 

4 Experimental Setup 

4.1 Research Questions 

– RQ1: Does the proposed QoS-aware server recommendation framework 

outperform baseline methods in selecting suitable servers for users? 

– RQ2: How do the key components of the proposed framework contribute to 

server selection performance? 

– RQ3: Does reducing the number of internal server selection steps in the SLM 

significantly affect performance and inference latency? 
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4.2 Dataset 

User and server location data were obtained from the Shanghai Telecom mobility 

dataset [18], while QoS metrics (RT, TP) were collected from the WSDream dataset 

[19]. These datasets, adopted from prior work [2], were integrated to construct user 

scenario data for MEC-based server recommendation. 

User mobility was modeled as time-series data to predict future locations and identify 

candidate edge servers. QoS metrics (RT, TP, LD, FR) were then assigned, and 

instruction-tuning data (context, QoS preference, weights, and server selection) were 

generated using a teacher model. LD and FR are synthetically assigned and normalized 

values used for relative comparison among candidate servers. The final dataset consists 

of 256 users, 30 services, and 39,426 samples.  

The teacher model classified all 30 services into two groups based on their primary QoS 

requirement: RT-preferred and TP-preferred. No services were classified as LD-

preferred or FR-preferred, as the defined service scenarios primarily involve latency-

sensitive or throughput-intensive use cases. 

 

4.3 Evaluation Metric 

Since each method uses different selection criteria, a single ground-truth server is not 

defined. Therefore, in RQ1 and RQ2, we evaluate the QoS of the selected servers by 

grouping them according to their primary service requirements: Response Time (RT)-

preferred and Throughput (TP)-preferred. This approach allows for a granular analysis 

of how effectively each method satisfies service-specific QoS requirements.  

In RQ3, we measure the inference latency alongside step-wise QoS performance. 

This analysis aims to investigate the trade-offs between performance and efficiency 

according to the inference step configurations of the SLM. 

4.4 Implementation Details 

In this study, response-based knowledge distillation was applied for SLM-based server 

recommendation. The teacher model used GPT-4.1, and the student model used Qwen 

3.5-4B model. The student model is fine-tuned using QLoRA[20]. The SLM performs 

three main roles: (1) inferring user context and QoS preference, (2) generating context-

aware QoS weights, and (3) selecting the optimal server based on context and QoS. 

During inference, the SLM occasionally produces formatting errors due to the limited 

number of instruction-tuning samples for context and QoS weight generation (56 

samples). To handle this, we apply a lightweight fallback mechanism that corrects 

individual errors or restores the full weight vector when necessary, ensuring valid 

inputs for server selection. 
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5 Experimental Results 

5.1 RQ1: Effectiveness of SLM-based QoS-aware Server Recommendation 

For RQ1, we evaluate the server selection capability of the proposed framework by 

comparing it with the following baseline approaches. 

 

– Cloud LLM: applies the cloud-based LLM used as the teacher model. 

– MLP: is a supervised baseline that predicts server selection from service name 

and QoS metrics. 

– TOPSIS: is a classical MCDM method that ranks servers based on distance 

to ideal and anti-ideal solutions. 

– Distance-based: selects the nearest server based on predicted user location. 

– Response Time Only: selects the server with the lowest response time. 

– Throughput Only: selects the server with the highest throughput. 

Table 1. QoS Performance Comparison by Service Preference Group (RT) 

Method 
RT-preferred Group 

RT(s) TP(kbps) LD(%) FR(%) 

SLM (Ours) 0.34 117.04 44.91 38.21 

Cloud LLM 0.22 116.13 40.93 41.03 

MLP 0.32 136.79 44.79 38.07 

TOPSIS 0.55 163.17 41.77 40.24 

Distance 1.36 52.14 49.73 50.62 

RT-Only 0.17 75.48 50.97 49.23 

TP-Only 1.16 187.75 50.43 48.79 

Table 2. QoS Performance Comparison by Service Preference Group (TP) 

Method 
TP-preferred Group 

RT(s) TP(kbps) LD(%) FR(%) 
SLM (Ours) 0.98 188.63 48.11 47.08 

Cloud LLM 0.84 178.76 45.75 46.44 

MLP 0.92 187.63 47.70 46.05 

TOPSIS 0.48 166.09 41.12 42.82 
Distance 1.43 39.35 48.54 51.37 

RT-Only 0.17 98.26 49.76 50.91 

TP-Only 1.08 189.72 51.07 50.52 

 

Results and Analysis. Experimental results show that the proposed SLM effectively 

captures QoS optimization according to service characteristics. In the RT-preferred 

group (Table 1), the SLM achieves a low response time of 0.34 s while mitigating the 

throughput degradation observed in the RT-Only approach. In the TP-preferred group 

(Table 2), the SLM achieves a throughput of 188.63 kbps, demonstrating performance 
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comparable to or higher than the teacher model, Cloud LLM (178.76 kbps). It also 

outperforms TOPSIS (166.09 kbps). 

These results indicate that the SLM dynamically adjusts QoS importance based on 

service context, enabling balanced server selection without relying on cloud-based 

models. 

Table 3. QoS Performance Comparison on Unseen Services 

Method Group 
Unseen Services 

RT(s) TP(kbps) LD(%) FR(%) 
SLM (Ours) RT 0.28 108.18 42.34 39.26 

MLP RT 1.14 173.47 44.16 49.56 

SLM (Ours) TP 0.72 184.88 49.14 43.38 

MLP TP 0.22 151.45 44.00 41.72 

 

Table 3 evaluates generalization on unseen services. While the MLP performs well on 

seen data, it shows limited ability to reflect QoS characteristics for unseen services due 

to its reliance on training data. In contrast, the proposed SLM infers QoS requirements 

from service semantics, enabling more appropriate server selection. 

5.2 RQ2: Ablation Study on SLM-based QoS-aware Server Recommendation 

For RQ2, we conduct an ablation study to analyze the contribution of each component 

in the proposed framework. To this end, we construct several variants of the model by 

removing key components, including context interpretation, and QoS weight generation. 

The full SLM-based model is used as a reference, and we measure how the server 

selection results change when each component is removed. 

Since the proposed framework generates QoS weights based on contextual information, 

static weights are used in the w/o context setting to ensure fair comparison. As a result, 

the primary difference between w/o Context and w/o Dynamic QoS Weight lies in 

whether contextual information is incorporated during the final server selection stage. 

Table 4. Ablation study 

Method Agreement (%) RT(s) TP(kbps) 

SLM (Ours) - 0.18 184.69 

w/o Context 72.00% 0.41 117.31 

w/o Dynamic QoS Weight 74.00% 0.40 118.38 

 

Results and Analysis. Table 2 shows that removing either context or dynamic QoS 

weight generation leads to significant performance degradation, with higher response 

time and lower throughput compared to the full model. Both variants also exhibit lower 

agreement, indicating inconsistent server selection behavior. The w/o Dynamic QoS 

Weight variant achieves slightly higher agreement than w/o Context, suggesting that 

contextual information still contributes to decision consistency. 
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5.3 RQ3: Impact of Reducing Internal Server Selection Steps 

In RQ3, we evaluate how reducing internal server selection steps affects QoS performance and 

inference latency. 

Table 5. Stage-wise QoS Performance 

Method 
Service Group 

RT(s) TP(kbps) 

3-step 0.18 184.69 

2-step 0.25 184.88 

Table 6. Stage-wise Latency 

Method 
Latency 

Context Weight Server selection 

3-step 18.14 12.70 5.34 

2-step 17.70 6.10 

 

Results and Analysis.  Table 3 shows that reducing the number of internal steps from 

a 3-step to a 2-step configuration slightly increases response time while maintaining 

similar throughput. This suggests that explicit separation of context and QoS weighting 

is not strictly required for achieving comparable QoS performance. 

Table 4 shows that the 2-step configuration reduces overall latency by integrating 

context and QoS weighting into a single step, resulting in a more efficient inference 

process. Although server selection latency slightly increases, overall latency is reduced 

by approximately 34% compared to the 3-step configuration. These results indicate that 

reducing internal steps improves efficiency while preserving performance. 

6 Threats to Validity 

This study has several limitations that may affect the generalizability and practical 

applicability of the results.  

First, the evaluation is conducted on a dataset constructed by integrating multiple 

datasets rather than using end-to-end user data collected from real environments. 

Although this setup reflects representative MEC conditions, it may not fully capture the 

complexity and variability of real user behavior and system dynamics. 

Second, although the proposed method operates independently without cloud 

dependency, the model size remains relatively large for deployment on resource-

constrained edge servers. Therefore, practical edge-side deployment requires further 

inference-side optimization, such as quantization, memory-efficient runtime support, 

and hardware-aware acceleration. 

Finally, the performance of the proposed method may vary depending on factors such 

as the backbone model, distillation setting, and prompt design, all of which can affect 
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context interpretation and QoS weight generation. In addition, the proposed framework 

has not been validated in a fully integrated real-world MEC deployment. 

7 Conclusion 

This paper proposes an SLM-based QoS-aware server recommendation framework 

for MEC environments. The proposed framework reduces reliance on cloud-based 

LLMs, enabling standalone inference without requiring external data transmission. 

The main findings are as follows: (1) The proposed SLM effectively reflects service-

specific QoS requirements by generating user-intent-aware context and dynamically 

inferring QoS weights, achieving balanced performance across multiple QoS metrics.  

(2) We verify that key components of the framework, namely context interpretation and 

QoS weight generation, have a significant impact on server selection performance. (3) 

We further demonstrate that integrating the context and QoS weight generation into a 

single reasoning step maintains comparable QoS performance while reducing overall 

latency by approximately 34%. 

For future work, expanding the instruction-tuning dataset for context and QoS weight 

generation is expected to improve output validity by enabling the SLM to better 

internalize the required format, potentially reducing the need for post-processing 

fallback. In addition, we will extend the evaluation to more complex scenarios, 

including abnormal and edge-case conditions, as well as cases where QoS-based scores 

conflict with context-derived preferences. Finally, we plan to further compress the 

model to enable deployment on a wider range of resource-constrained edge 

environments, including on-device deployment on mobile terminals, and conduct 

integrated validation using MEC test-bed environments to assess the robustness and 

practicality of the proposed framework in real-world deployments. 
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