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Abstract. Recommender systems are widely used to personalize con-
tent across digital platforms, but they typically rely on centralized collec-
tion of user data, raising privacy concerns. This work proposes a client-
side recommender system that avoids transmission of user interaction
data during recommendation generation, thus enabling privacy by de-
sign. Our contribution shifts personalization entirely to the client-side,
while the server only provides content and navigation information. The
recommendations are generated using Jaccard similarity between item
categories based on locally-observed user interaction. We evaluate our
solution through a user study, which shows positive perception of rec-
ommendations, and confirms users’ concerns about their privacy. Our
results suggest that meaningful personalization can be achieved without
centralized user profiling.

Keywords: recommender systems · privacy-preserving systems · client-
side recommendation

1 Introduction

Recommender systems (RS) play a central role in modern digital platforms, help-
ing users navigate large information spaces and discover relevant content. They
are pervasive across domains, powering applications from streaming and news
services to travel and dating platforms. To achieve personalization of recommen-
dation, most RS rely on extensive collection and server-side processing of user
interaction data, such as clicks, browsing history, and viewing behavior [12,11].
While effective, this approach raises significant privacy concerns, as personal
data is continuously transmitted, stored, and potentially shared beyond users’
control [7]. This creates a fundamental trade-off between personalization of RS
and respect of users’ privacy. Existing privacy-preserving approaches, such as
federated learning [9] and differential privacy [3], attempt to mitigate these risks
but still rely on some form of data exchange between client and server, leaving
room for potential inference of user behavior.

In this work, we explore a privacy-by-design alternative to RS: we design and
evaluate a RS that is fully implemented on the client side so that user interaction
data is never transmitted during recommendation generation. Instead, all user
modeling and recommendation computations are performed locally on the client
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device, while the server provides only item metadata and navigation links. To
support this strict separation of concerns, we adopt a lightweight architecture
inspired by the HATEOAS (Hypermedia as the Engine of Application State)
principle [8], where navigation is driven by hypermedia links exposed by the
server.

Given the constraints of client-side execution (i.e., no access to other users’
data and limited computational resources) we employ a relatively simple content-
based approach for recommendation, using only item features and locally ob-
served implicit feedback, specifically clicks and viewing duration.

This paper is organized as follows: Section 2 describes the research question
and the scenario we adopted to address the problem. Section 3 give details on
our RS design based on user browsing history and Jaccard similarity applied
to movie genre, explain how our prototype operates, and provides all the steps
necessary to reproduce the user study that allowed us to evaluate our research.
Section 4 overviews the most relevant related work and highlight the originality
of our work. Section 5 discusses the results obtained and gives further guidelines
for future work.

2 Scenario and Research problem

In order to organize our research, we based our work around a typical movie
RS scenario. In a similar fashion to a website like IMDb1, we assume users nav-
igate movie description pages and stay some time on the page based on their
interest (the relationship between time spent on a page and interest has been
researched [6] and our methodology is explained below in section 3). We rely on
the MovieLens dataset2 to provide movie data with genres, and developed a sim-
ple prototype3 structured into a Web interface describing movies coupled with a
navigation system and a local RS that records navigation paths and uses them
for recommendation generation. After a certain number of visited movie pages,
users start to receive recommendations about similar movies with similar genres
thanks to our algorithm. Based on this scenario, our prototype is complemented
with a questionnaire that allows us to answer the following research question:
Can a client-side, HATEOAS-based recommender system generate personalized
recommendations without transmitting user interaction data, while still achiev-
ing positively rated user evaluation? As a complementary question, we also ex-
plore through our user study the correlation between privacy concerns that users
can have and their appreciation of recommendation relevance. In the following,
we describe our research contribution.

1 https://www.imdb.com
2 https://www.kaggle.com/datasets/grouplens/movielens-20m-dataset
3 Available at https://github.com/juls277/BECS2026code.

https://www.imdb.com
https://www.kaggle.com/datasets/grouplens/movielens-20m-dataset
https://github.com/juls277/BECS2026code
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3 Contribution

This work proposes a client-side recommender system architecture that preserves
user privacy by design by eliminating the need to transmit user interaction data
to a central server. The system shifts all user modeling and recommendation
computation to the client, while the server is limited to providing item metadata
and navigation links.

3.1 Tracking and storing user behavior

User behavior is captured entirely on the client through implicit feedback signals,
specifically clicks on items and viewing duration, as explained in the following.
These interactions are stored locally in the browser as a session-based profile,
consisting of visited item identifiers and associated viewing times. This design
ensures that no personal interaction data is transmitted or stored externally,
preserving user privacy by construction.

To optimize the reliability of implicit data collection, interaction data is fil-
tered using two thresholds. As demonstrated in existing work [6], very short
interactions (less than 5 seconds) are discarded as likely accidental clicks, while
very long interactions (greater than 10 minutes) are excluded as potential non-
interactive or idle sessions. From this filtered history, the system selects the most
recent interactions and retains the top items ranked by viewing duration as the
basis for recommendation generation. Interaction importance is further reflected
through weighting based on viewing duration, as described in section 3.

The overall recommendation process is summarized in Algorithm 1, while
implementation details are available in our public prototype.

3.2 Evaluating movie similarity and recommendation score

Recommendations are generated using a content-based approach, where items
are represented as sets of categorical features (e.g., in our case, movie genres).
This choice avoids dependence on other users’ data and enables efficient execu-
tion on client devices. Movie similarity is computed using Jaccard similarity as
follows:

J(A,B) =
|A ∩B|
|A ∪B|

where A and B denote the sets of genres associated with two movies. In our
setting, A corresponds to a movie previously visited with by the user (from the
interaction history), while B represents a candidate movie that has not yet been
visited. The intersection A ∩ B represents the genres shared by both movies,
while the union A ∪ B contains all distinct genres appearing in both movies.
For example, if movie A has genres {Action, Thriller} and movie B has gen-
res {Action, Drama}, then the intersection A ∩ B = {Action} and the union
A ∪ B = {Action, Thriller, Drama}. The Jaccard similarity therefore measures
the proportion of shared genres relative to the total number of genres across both
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Algorithm 1 Client-side recommendation generation
Require: User interaction history H, item set M
Ensure: Top-N recommended items
1: Extract recently visited items from H
2: Filter interactions based on viewing time thresholds
3: Select top-k items as seed set S
4: for each candidate item c ∈M not yet visited do
5: score(c)← 0
6: W ← 0
7: for each seed item i ∈ S do
8: Compute similarity J(c, i)
9: Compute weight wi = log(1 + ti)

10: score(c)← score(c) + wi · J(c, i)
11: W ←W + wi

12: end for
13: if W > 0 then
14: Normalize score(c)← score(c)/W
15: end if
16: end for
17: Rank items by score
18: return top-N items

movies. A higher Jaccard value indicates greater similarity between a candidate
movie and the user’s previously interacted items. This measure is computation-
ally lightweight, interpretable, and well-suited for sparse categorical representa-
tions.

In order to account for varying levels of user interest, similarity scores are
aggregated using weights derived from viewing duration. Viewing time t is trans-
formed using logarithmic scaling to reduce the impact of very large viewing
durations while preserving relative differences in user engagement:

wi = log(1 + ti)

This prevents long interactions from disproportionately dominating the recom-
mendation score. The final score for a candidate movie c is computed as a
weighted average:

Score(c) =

∑n
i=1 wi · J(c, i)∑n

i=1 wi

where J(c, i) denotes similarity between the candidate movie c and the movie i
from the interaction history. This formulation balances simplicity, interpretabil-
ity, and effectiveness under client-side constraints. From a computational per-
spective, the recommendation process consists of two main steps. First, for each
candidate item c ∈ C, the system computes its similarity with each seed item
i ∈ S, resulting in a complexity of O(|C| · |S|). Second, the candidate items are
ranked based on their final scores, which requires sorting and adds a complexity
of O(|C| log |C|). The overall time complexity is therefore O(|C|·|S|+|C| log |C|).
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In practice, since |S| is bounded by a small constant, the algorithm remains ef-
ficient for client-side execution.

3.3 HATEOAS-based design considerations

Our RS adopts a lightweight architecture inspired by HATEOAS. Rather than
generating recommendation links on the server, the server exposes movie re-
sources that include metadata together with a navigation link to each movie’s
detail page. In our implementation, each movie resource contains a ui link that
identifies how that specific movie can be opened in the user interface.

The client retrieves the movie collection once from the server and caches
it locally. Recommendation generation is then performed entirely on the client
using the cached metadata and the locally stored interaction history. When the
client selects a movie as a recommendation, it reuses the corresponding ui link
associated with that movie resource to navigate to its detail page.

The hyperlinks provided by the server do not represent recommendations
and do not encode any personalization logic. They only define navigation paths
attached to item resources. The server neither decides which movies should be
recommended nor performs any ranking. All recommendation computation is
carried out on the client, which collects user interaction data (e.g., visited items
and viewing time), computes similarity between items, and generates personal-
ized recommendations locally.

This design decouples client logic from server endpoints: the server controls
the navigation structure, while the client remains responsible for personaliza-
tion. When a link is followed, the client updates the interaction history and
recomputes recommendations accordingly.

Importantly, the server does not store user interaction data nor participate in
recommendation generation. Its role is limited to providing content and naviga-
tion metadata. We made our prototype implementation publicly available at [10]
to facilitate reproduction of the research work.

3.4 User study design

To evaluate the proposed client-side recommender system, we conducted a user-
centric evaluation in the form of an online user study. This approach was chosen
because the objective of this work is to assess perceived recommendation quality
and user attitudes toward privacy, which cannot be adequately captured using
system-centric accuracy metrics alone [1].

The study involved 31 participants, who were recruited on a voluntary basis.
Participants were provided with access to the deployed web-based prototype of
the system and were asked to interact with it in a natural usage environment
using their own devices. During the study, users were instructed to freely explore
the system by browsing movie pages and interacting with recommended items
according to their personal preferences. The system collected implicit feedback
in the form of clicks and viewing duration, which was stored locally on the
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client device and used for recommendation generation. After a certain number
of viewed movies (set to 20 in our experiment) the users could see the first
recommendation as long as they visited new movies.

After the interaction phase, the participants completed a questionnaire based
on an adapted version of the ResQue (Recommender Systems’ Quality of User
Experience) framework [14]. The questionnaire consisted of 17 items measuring
two main constructs: perceived recommendation quality and privacy concern.
Recommendation quality items were measured on a 5-point Likert scale, while
privacy concern items were measured on a 3-point scale. The study material is
available in our code repository4.

3.5 Data analysis methodology

Statistical analysis was conducted using nonparametric methods due to the or-
dinal nature of Likert-scale data and the relatively small sample size (n = 31).
Composite scores for each construct were calculated as the mean of the cor-
responding questionnaire items. The internal consistency of the constructs was
evaluated using Cronbach’s alpha. The privacy concern scale showed accept-
able reliability (α = .70), while the recommendation quality scale demonstrated
excellent reliability (α = .95).

To assess whether perceived recommendation quality differs from the neutral
midpoint of the scale, a one-sample Wilcoxon signed-rank test was performed. To
examine differences in recommendation quality across levels of privacy concern,
participants were divided into three groups (low, medium, high) based on tertiles
of the privacy concern score, and a Kruskal–Wallis test was applied.

3.6 Result overview and discussion

A total of 31 participants completed the study. The sample consisted of 17
female participants (54.8%), 12 male participants (38.7%), and 2 participants
identifying as other (6.5%). The largest age groups were 26–35 years (n = 11,
35.5%) and 18–25 years (n = 10, 32.3%).

Descriptive statistics showed that perceived recommendation quality had a
mean of M = 3.57 (SD = 0.89) and a median of Mdn = 3.55 on a 5-point
scale. Privacy concern had a mean of M = 2.43 (SD = 0.47) and a median
of Mdn = 2.60 on a 3-point scale, confirming a general understanding of the
importance of privacy from a user perspective. The Wilcoxon signed-rank test
indicated that recommendation quality was significantly higher than the neutral
midpoint of the scale (V = 360, p = .002). Since both the mean and median
exceeded the neutral value of 3, the results suggest that participants generally
perceived the recommendations as relevant and useful.

To analyze the relationship between privacy concerns and recommendation
quality, participants were divided into three groups: low (n = 11), medium
(n = 10), and high (n = 10) privacy concern. The Kruskal–Wallis test showed
4 Available at https://github.com/juls277/BECS2026code.

https://github.com/juls277/BECS2026code
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no statistically significant differences between these groups (χ2(2) = 0.16, p =
.925). Median recommendation-quality scores were similar across groups (low:
Mdn = 3.64, medium: Mdn = 3.41, high: Mdn = 3.77). The results indicate
that the proposed client-side recommender system is capable of generating rec-
ommendations that are positively evaluated by users, despite relying only on
locally stored interaction data and a relatively simple content-based approach.

Importantly, the findings show that privacy concerns do not significantly
influence the perceived quality of recommendations. This suggests that privacy-
preserving RS architectures can provide effective personalization without nega-
tively impacting user experience.

From a system design perspective, these results support the feasibility of
shifting recommendation computation to the client side, avoiding centralized
user profiling while still maintaining satisfactory recommendation quality. How-
ever, several limitations should be noted. First, the sample size is relatively small
(n = 31), which limits the generalizability of the results. Second, the evaluation
relies on self-reported questionnaire data rather than long-term behavioral ob-
servations. Future work could include larger-scale studies and incorporate be-
havioral metrics such as interaction frequency or long-term engagement.

4 Related work

4.1 Recommender system architecture

Most of the literature found about RSs is designed according to a centralized
architecture in which user interaction data is collected on the client and processed
on servers to generate personalized recommendations. While effective, this design
raises significant privacy concerns due to continuous collection and storage of
sensitive behavioral data.

Recent work thus naturally goes towards allocating a part of the data pro-
cessing task to the client side. In [9], a federated learning solution is proposed
to enable decentralized model training by keeping raw data on the client and
sharing only model updates to remote servers. Earlier work by Ammad-ud-din
et al. [2] applies this idea specifically to collaborative filtering. Although these
approaches reduce direct data exposure, they introduce communication overhead
and may still allow inference of user behavior from shared gradients.

Beyond federated learning, other approaches aim to further shift computa-
tion toward the user side. Edge-based recommender systems focus on shifting the
location of computation toward the user by performing recommendation infer-
ence directly on client devices. This reduces latency and limits data transmission,
making such approaches suitable for privacy-sensitive and resource-constrained
environments [15]. However, they typically still rely on server-side components
for global model training or synchronization, and therefore do not fully eliminate
dependence on centralized infrastructure.

Hybrid architectures represent another line of work, where responsibilities are
divided between client and server components. For instance, candidate items may
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be generated using global data, while personalization and ranking are performed
locally on the client [17]. While this reduces the exposure of user interaction
data, it still requires partial data sharing or server interaction, limiting the level
of privacy protection.

In addition, some approaches attempt to improve privacy within centralized
pipelines through techniques such as anonymization or aggregation. However,
these methods typically operate after data collection and do not fundamentally
change the underlying architecture, meaning that user data must still be trans-
mitted and processed externally.

In contrast to the above approaches, our work adopts a strictly client-side
architecture in which both user modeling and recommendation generation are
performed entirely on the client device. The server is limited to providing item
metadata and navigation links, following a lightweight hypermedia-driven inter-
action model. This design eliminates the need to transmit user interaction data
during recommendation generation and enforces privacy by design rather than
relying on post hoc protection mechanisms.

4.2 Privacy preserving techniques in recommender systems

Since user data is transmitted to servers in centralized recommender systems, a
large body of research focuses on techniques that aim to mitigate privacy risks
before or during data sharing. These approaches attempt to protect sensitive
information while maintaining acceptable recommendation quality.

Differential privacy (DP) provides formal privacy guarantees by injecting
carefully calibrated noise into data or query results [3]. In the context of recom-
mender systems, DP has been applied to protect user ratings, interaction histo-
ries, or model updates by ensuring that the contribution of any single user cannot
be distinguished. For example, noise can be added to gradients during training
or to aggregated statistics used for recommendation. While this approach offers
strong theoretical guarantees, it often leads to a trade-off between privacy and
utility. In particular, the added noise can significantly degrade recommendation
accuracy, especially in sparse datasets where user signals are already limited.

Another line of work explores probabilistic obfuscation techniques, such as
randomized response [5], which introduce randomness into user interactions to
provide plausible deniability. In such approaches, users may intentionally per-
turb their interaction data (e.g., by randomly modifying clicks or ratings) before
sharing it with the server. This makes it difficult to infer true user preferences
with certainty. However, the injected randomness reduces the signal quality avail-
able for recommendation algorithms, which can negatively impact performance.
Moreover, the level of privacy protection depends on the degree of perturbation,
leading again to a trade-off between privacy and recommendation quality.

Data anonymization and aggregation techniques aim to remove or general-
ize personally identifiable information before data is processed [4]. For instance,
identifiers such as user IDs may be removed, and interaction data may be aggre-
gated across groups of users. While such methods can reduce direct identifiabil-
ity, they do not guarantee privacy in practice. As demonstrated by Narayanan
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and Shmatikov [13], anonymized datasets can often be re-identified by link-
ing them with auxiliary information. This highlights a fundamental limitation
of anonymization-based approaches: even when explicit identifiers are removed,
user behavior patterns may still be unique enough to enable re-identification.

More recently, local differential privacy (LDP) and client-side perturbation
methods have been proposed to move privacy protection closer to the user [16]. In
these approaches, data is randomized directly on the client before transmission,
ensuring that the server never observes raw interaction data. While this reduces
trust assumptions on the server, it further amplifies the noise introduced into
the system and can significantly affect recommendation quality in practice.

Despite their differences, all of these techniques share a common assumption:
some form of user-related information must still be transmitted to a central
server. Privacy is therefore typically addressed as an additional protection layer
applied to data that is already being collected and shared. As a result, these
approaches mitigate privacy risks but do not fundamentally eliminate them.

In contrast, our work adopts a stricter privacy-by-design perspective. Instead
of modifying or protecting user data before transmission, we eliminate the need
for transmission altogether during recommendation generation. By performing
both user modeling and recommendation computation entirely on the client,
our approach avoids exposure of user interaction data and removes reliance on
centralized processing for personalization.

5 Discussion and conclusion

In this paper, we tackle the problem of privacy preservation in recommender
systems from a design perspective. We explore how an original combination of
the HATEOAS principle with simple and well-known measures such as Jaccard
similarity can be leveraged to generate relevant recommendations entirely on the
client side, without any transmission of user interaction data to a remote server.
This approach guarantees, by design, zero disclosure of users’ browsing history.

We developed a proof-of-concept prototype demonstrating the feasibility of
this approach and evaluated it through a user study. The results show that (1)
recommendations are positively evaluated by users, and (2) users’ privacy con-
cerns do not significantly influence their perception of recommendation quality.
In other words, the perceived quality of recommendations is not driven by the
fact that the system is privacy-preserving, but rather by the intrinsic quality of
the recommendations per se.

These findings suggest that effective personalization can be achieved with-
out centralized user profiling, supporting the viability of fully client-side recom-
mender systems as a privacy-preserving alternative to traditional architectures.

Our results open several promising directions for future work. First, it would
be interesting to explore the possibility of enabling user-to-user communication
through well-designed APIs, combined with lightweight anonymization mecha-
nisms. Such an approach could allow the formation of decentralized user com-
munities sharing recommendations at the edge of the network, while remaining
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independent of centralized servers and preserving the privacy-by-design proper-
ties of our system.

Second, the recommendation algorithm could be extended with more ad-
vanced user modeling techniques, such as enriched user profiles or precomputed
models that can be efficiently distributed and executed on the client side, im-
proving recommendation quality while maintaining low computational overhead.

Finally, scalability could be addressed by incorporating pagination or incre-
mental data-loading mechanisms, enabling the system to handle significantly
larger datasets. Combined with more advanced client-side models, this would
allow navigation and recommendation generation to remain efficient even as the
size of the item collection grows.
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