Post-Alignment Hard-Negative-Aware Contrastive
Learning for Heterogeneous Defect Prediction in Big-
Data Systems

Abstract. In big-data and service-oriented software systems, target repositories
often lack sufficient defect labels, while source and target projects may also differ
in the metrics they provide. This makes heterogeneous defect prediction (HDP)
substantially harder than standard cross-project defect prediction. In this paper,
we investigate whether hard-negative-aware contrastive learning improves HDP
after a pragmatic metric-alignment step. We first align source and target features
using percentile-rank normalization and greedy KS-based one-to-one matching,
and then train a neural predictor with source-supervised classification, contras-
tive representation learning, and hard negative regularization. We evaluate this
post-alignment pipeline on 20 transfer tasks built from four benchmark source
projects and five target repositories associated with big-data and microservice-
oriented software systems. Hard negative regularization improves the plain con-
trastive variant from 0.623 to 0.649 in AUC and from 0.516 to 0.582 in F1-score,
with a statistically significant gain in F1-score. However, aligned logistic regres-
sion remains the strongest average baseline at 0.673 AUC and 0.585 F1-score,
and transfer performance varies substantially across source-target pairs. These
results suggest that hard-negative-aware contrastive learning is a useful post-
alignment component for HDP, while strong aligned baselines and source-target
compatibility remain central determinants of transfer effectiveness.

Keywords: Software defect prediction, heterogeneous defect prediction, con-
trastive learning, representation learning

1 Introduction

Big-data systems are increasingly implemented as collections of distributed and ser-
vice-oriented software components that evolve across multiple repositories. In such en-
vironments, repository histories are often fragmented and defect-labeled data may be
limited, making early identification of defect-prone software entities important for pri-
oritizing testing and maintenance effort.

Software defect prediction estimates which software entities are likely to contain
defects so that limited quality-assurance effort can be allocated more effectively [4].
When the target project lacks sufficient historical labels, cross-project defect prediction
(CPDP) becomes a practical alternative by transferring knowledge from external source
projects [5, 6]. However, many CPDP methods assume a shared feature space. In real-
istic transfer settings, source and target projects may expose different metric sets, and
even similarly named metrics may not be directly comparable. This leads to heteroge-
neous defect prediction (HDP), where schema mismatch must be addressed before
transfer becomes meaningful [7]. Prior work shows both the importance and the



difficulty of HDP, and broader comparisons indicate that performance remains incon-
sistent across project pairs [7, 8].

Prior HDP research has focused on feature matching, transformation, and shared-
representation learning [7, 8, 17, 22]. These directions are necessary, but alignment
alone does not guarantee a representation space that remains discriminative for down-
stream defect prediction. Even after approximate alignment, transfer performance may
still depend on whether defect-relevant structure is preserved. This motivates our focus
on post-alignment representation shaping. Contrastive learning is attractive here be-
cause it encourages similar instances to remain close and dissimilar ones to separate in
the latent space [9, 20]. In labeled settings, supervised contrastive learning promotes
class-aware clustering [9], and hard negatives can further strengthen discrimination by
emphasizing confusing opposite-class neighbors [21].

In this paper, we investigate whether hard-negative-aware contrastive learning im-
proves heterogeneous defect prediction (HDP) after a pragmatic metric-alignment step.
We align source and target features using percentile-rank normalization and greedy KS-
based one-to-one matching, then train a neural predictor with source-supervised classi-
fication, contrastive representation learning, and hard negative regularization. We eval-
uate the resulting post-alignment pipeline on 20 heterogeneous transfer tasks con-
structed from four benchmark source projects and five target repositories associated
with big-data and microservice-oriented software systems.

Our results show that hard negative regularization strengthens the plain contrastive
framework, while transfer performance still varies substantially across source-target
pairs. These findings suggest that post-alignment representation learning is useful in
HDP, but remains strongly conditioned by the quality of the aligned space and by
source-target compatibility.

The main contributions of this paper are as follows:

1. We present an empirical study of post-alignment HDP that combines percentile-rank
normalization and KS-based feature matching with hard-negative-aware contrastive
learning.

2. Across 20 heterogeneous transfer tasks, we show that hard negative regularization
consistently improves a plain contrastive pipeline, with a statistically significant gain
in Fl-score.

3. We show that transfer effectiveness remains highly sensitive to source-target com-
patibility, thresholding, and source selection in post-alignment HDP.

The remainder of this paper is organized as follows. Section 2 reviews the back-
ground and related work on cross-project and heterogeneous defect prediction. Section
3 presents the proposed approach. Section 4 describes the datasets and experimental
setup. Section 5 reports the results and discussion. Section 6 concludes the paper.



2 Background and Related Work

2.1  Cross-Project and Heterogeneous Defect Prediction

Software defect prediction estimates defect-prone software entities so that limited qual-
ity-assurance effort can be allocated more effectively [4]. While traditional work has
mainly focused on within-project prediction, many real-world repositories lack suffi-
cient defect history, making cross-project defect prediction (CPDP) a practical alterna-
tive [5, 6]. CPDP transfers knowledge from external source projects, but many methods
assume a shared feature space between source and target projects.

In practice, this assumption is often violated. Source and target projects may expose
different metric sets, and even similarly named metrics may not be directly comparable
across repositories. This leads to heterogeneous defect prediction (HDP), where schema
mismatch must be addressed before transfer becomes meaningful [7]. Prior HDP stud-
ies have tackled this problem through feature matching, transformation, and shared-
representation learning [7, 8, 17], but broader evaluations show that performance re-
mains inconsistent across project pairs [8]. More recent work has also highlighted the
risk of negative transfer when heterogeneous projects are aligned too naively [22].
Taken together, these findings suggest that alignment is necessary, but not sufficient,
for strong defect discrimination in HDP.

2.2 Representation Learning for Post-Alignment HDP

Recent defect prediction research has increasingly adopted representation-learning-
based approaches to capture nonlinear defect-related structure from software metrics
[14, 15]. This is especially relevant to HDP, where learned latent spaces may remain
useful even when the original metrics are noisy or only partially comparable across
projects. Related transfer-learning and domain-adaptation research similarly empha-
sizes representations that support prediction under distribution shift [18, 19]. However,
HDP is more difficult than standard domain adaptation because it must address not only
distribution mismatch, but also feature-schema mismatch.

Contrastive learning is appealing in this setting because it encourages similar in-
stances to remain close and dissimilar instances to separate in the latent space [9, 20].
In labeled settings, supervised contrastive learning promotes class-aware clustering [9],
and hard negatives can further strengthen discrimination by emphasizing confusing op-
posite-class neighbors [21]. Prior software defect prediction studies have shown the
promise of deep representation learning and contrastive frameworks [14—16], but evi-
dence remains limited on whether these benefits carry over effectively to HDP after
imperfect alignment. This motivates our study: rather than treating alignment as a com-
plete solution, we examine whether post-alignment representation shaping with con-
trastive learning and hard negative regularization can improve defect discrimination in
HDP.



3 Approach

3.1 Problem Definition

This study addresses heterogeneous defect prediction (HDP), where the source and tar-
get projects may reside in different metric spaces. Unlike homogeneous defect predic-
tion, HDP cannot assume that the same set of software metrics is available across pro-
jects, nor can it directly apply a predictor trained on one project to another without
handling schema heterogeneity.

Formally, the source project is a labeled dataset

Dy = {(x,¥))}5, x{ €R%, yf €{0,1}
whereas the target project is treated as unlabeled during training,
ne
D = {xjt}jzl’ xf € R%

Here, dg and d; denote the numbers of source and target metrics, respectively, and in
general dg # d,. The true target labels are not used during training and are only used
for final evaluation.

Under this setting, the method must address two challenges: bringing heterogeneous
source and target metrics into a comparable form, and learning representations that re-
main discriminative for defect prediction in that aligned space.

3.2 Overview of the Proposed Framework

Fig. 1 shows the overall workflow of the proposed method. The framework consists of
four stages: (1) feature alignment, (2) hard negative mining on the aligned source space,
(3) joint representation learning with classification and contrastive objectives, and (4)
target inference.

First, source and target features are aligned through percentile-rank normalization
and KS-based one-to-one matching. Second, each aligned source instance is paired with
a top-1 opposite-label neighbor to construct hard negatives. Third, an encoder-projec-
tor-classifier architecture is trained using source-supervised classification, supervised
contrastive learning, NT-Xent consistency learning, and hard negative regularization.
Finally, the trained model is applied to aligned target instances to estimate defect prob-
abilities.
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Fig. 1. Overview of the proposed HDP framework

3.3  Feature Alignment

To enable transfer across heterogeneous projects, we first transform the original source
and target metric spaces into a comparable aligned space. Because the two projects may
differ in both metric identity and value distribution, direct cross-project prediction is
not appropriate.

We first apply percentile-rank normalization to each feature within each project so
that each value reflects its relative position within that project. This reduces project-
specific scale differences and stabilizes cross-project comparison. After normalization,
we compute the Kolmogorov-Smirnov (KS) statistic between every source feature and
every target feature. For a source feature f;7 and a target feature fif, let F(x) and
F£(x) denote their empirical cumulative distribution functions. The KS distance is de-
fined as

KS(f&', f5) = sup|Fg (x) — Fy (x)]

where smaller values indicate more similar empirical distributions.

Based on these pairwise distances, we build source-target correspondences using
greedy one-to-one matching, so that each selected source feature is matched to at most
one target feature and vice versa. This produces aligned source and target matrices,

X~S c Rnsxd’ )?t c Rntxd

where d is the number of matched feature pairs.
This alignment is used as a practical transfer space for downstream learning.

3.4  Hard-Negative Contrastive Representation Learning

After alignment, we identify hard negatives on the source project. Standard contrastive
learning often relies on random in-batch negatives, but in HDP such negatives may be
too easy, especially when imperfect alignment blurs the boundary between defective



and non-defective instances. We therefore define, for each aligned source instance X7,
a top-1 hard negative as the nearest opposite-label source instance:

j @) = argj min ;

#i, y3#

e -5
Jj7i

The corresponding 3?]-5*0-) is then used as the hard negative for &}. This procedure
uses only source instances and source labels and therefore remains consistent with the
unlabeled-target HDP setting.

Using the aligned inputs and pre-mined hard negatives, we train a neural architecture
composed of an encoder f (), a projector g(-), and a classifier c(-). Given an aligned
input ¥, the encoder produces a hidden representation h, the projector maps h to a con-
trastive embedding z, and the classifier predicts defect probabilities .

During training, we generate two augmented views for each source and target in-
stance using feature dropout and Gaussian noise. These perturbations encourage the
model to learn representations that are less sensitive to small variations in the aligned
metric space.

The training objective combines four terms. First, cross-entropy loss L, is applied
to labeled source instances. Second, supervised contrastive 10ss Lgypcon is applied to
the projected embeddings z of source instances, encouraging same-label source in-
stances to be closer in the learned space. Third, NT-Xent 10ss L, ¢xent 1S applied to aug-
mented views of both source and target instances, treating two views of the same in-
stance as a positive pair. Finally, to explicitly exploit the mined hard negatives, we
apply a triplet-style hard negative loss Ly,. For a source anchor representation h;, its
positive representation h;” from another augmented view of the same instance, and its
hard negative representation h; , the loss is defined as

Lpy = max(0,m + ||h; = A7 |1 = IIh; = Ry [1%)

where m is a margin hyperparameter.
The final objective is

L= Lce + Asupcoanupcon + Antxentl'ntxent + lhnl‘hn

where Asypcon> Antxent> and Ayy control the relative importance of the auxiliary terms.
Together, these objectives encourage the latent space to be both class-aware and ro-
bust, while explicitly separating anchors from confusing opposite-label neighbors.

3.5 Target Inference

After training, the target project is transformed using the same percentile-rank normal-
ization and source-target feature correspondences determined during alignment. The
resulting aligned target instances are then fed into the trained encoder and classifier to
estimate defect probabilities.

Because no target labels are used during training, this inference procedure remains
fully consistent with the HDP setting defined in Section 3.1.



4 Experimental Setup

4.1 Research Questions
We evaluate the proposed method through the following research questions.

RQ1. How does the proposed hard-negative-aware contrastive pipeline compare with
an aligned logistic-regression baseline, a non-contrastive deep baseline, and a plain
contrastive variant?

RQ?2. How sensitive is the proposed pipeline to threshold choice and source-project
selection?

These questions target the paper’s central issues: the contribution of hard negative
regularization within the contrastive framework, and the practical sensitivity of HDP to
threshold selection and source-target compatibility.

4.2 Datasets and Transfer Tasks

We evaluate the proposed pipeline on 20 heterogeneous transfer tasks constructed from
four benchmark source projects and five custom target repositories. On the source side,
we select one benchmark project from each of four widely used defect-prediction da-
taset families—AEEEM, NASA, JIRA, and ReLink—to form a controlled 4-by-5 trans-
fer design. The selected source projects are KC1, Zxing, activemq-5.2.0, and pde. Table
1 provides a family-level overview of the curated source archive from which these
benchmark sources were drawn.

On the target side, we use five repositories associated with big-data and micro-
service-oriented software environments: apollo, elasticsearch, genie, hazelcast, and
sitewhere. These target repositories were constructed with a unified preprocessing pipe-
line. The resulting datasets contain 492, 5,962, 698, 6,886, and 572 entities, respec-
tively, with defect-positive rates of 0.474, 0.669, 0.569, 0.742, and 0.484. Table 2 sum-
marizes these repositories.

Each raw target dataset contains 53 candidate features after excluding identifier and
label columns. For the main evaluation, we remove target-side variables directly tied to
bug-fix and issue-reference history, yielding 49 features per repository.

Each transfer task corresponds to one source-target pair. Unless otherwise noted, all
reported averages are computed over the resulting 20 tasks.

Table 1. Source benchmark families available in the curated archive

Soul:ce # datasets | Row range | Defective rate | # Features
family
AEEEM 5 324-1862 | 0.093—0.398 15
NASA 37 124-17186 | 0.004-0.488 14-39
JIRA 32 731-8846 | 0.022—0.337 64-65
ReLink 5 56-1485 0.247-0.505 17-26




Table 2. Target projects used in the 20 transfer tasks

Target project | # entities | # defective | Defective rate | # modules | # Features

apollo 492 233 0.474 7 49
elasticsearch 5,962 3,991 0.669 3 49
genie 698 397 0.569 12 49
hazelcast 6,886 5,108 0.742 10 49
sitewhere 572 277 0.484 15 49

4.3 Baselines

We compare the proposed method against three baselines, all evaluated after the same
alignment stage so that the comparison focuses on downstream learning rather than
preprocessing differences.

Aligned logistic regression applies logistic regression after the same percentile-rank
normalization and KS-based one-to-one feature alignment used by the proposed pipe-
line.

Deep cross-entropy uses the same aligned input space and the same encoder-classi-
fier backbone as the proposed model, but is trained only with source-supervised cross-
entropy loss.

Plain contrastive uses the same aligned input space, augmentation strategy, encoder,
projector, and joint contrastive framework as the proposed model, but excludes hard
negative regularization.

The proposed model extends the plain contrastive model by adding hard negative
regularization. The comparison between the plain contrastive model and the proposed
model therefore isolates the contribution of the hard negative component under an oth-
erwise matched framework.

For each transfer task, the source project is treated as labeled during training and the
target project is treated as unlabeled. The trained model is then applied to the aligned
target data, and target labels are used only for final evaluation.

4.4  Metrics, Thresholding, and Statistical Analysis

We report AUC and F1-score as the primary evaluation metrics. AUC evaluates ranking
quality independently of a classification threshold, whereas F1-score reflects the bal-
ance between precision and recall for the defective class.

Because Fl-score is threshold-dependent, threshold handling must be stated explic-
itly. In the main evaluation, we use a fixed decision threshold of 0.5. We adopt this
setting because source-side threshold transfer performed poorly in our HDP experi-
ments and often reduced target-side F1-score. We therefore treat fixed-threshold eval-
uation as the main setting, while source-validation-based threshold transfer is used only
for sensitivity analysis.



We also conduct supplementary analyses on threshold choice and source selection.

To assess reliability across tasks, we perform paired statistical comparisons over the
20 transfer tasks in the main comparative evaluation. The primary comparison is be-
tween the plain contrastive model and the proposed hard-negative-aware contrastive
model, because the two differ only in the presence of hard negative regularization. We
additionally compare deep cross-entropy against stronger alternatives to test whether
any observed gains can be explained merely by replacing a linear classifier with a non-
linear neural model.

4.5 Implementation Details

The encoder hidden dimension and projection dimension are 128 and 64, respectively.
Two augmented views are generated using feature dropout (0.1) and Gaussian noise
(0.05), with temperature 0.2. We train for 100 epochs using Adam (learning rate 0.001,
weight decay 0.0001, batch size 64), with loss weights of 0.5, 0.2, and 0.3 for super-
vised contrastive, NT-Xent, and hard negative regularization, respectively, and a mar-
gin of 0.5.

5 Results and Discussion

5.1 RQI1: Main Comparative Results

Table 3 reports the overall averages and target-wise results across the 20 heterogeneous
transfer tasks. Overall, aligned logistic regression achieved the strongest average per-
formance (AUC 0.673, Fl-score 0.585), whereas deep cross-entropy remained clearly
weaker (AUC 0.615, F1-score 0.429). The plain contrastive model improved over deep
cross-entropy, and the proposed hard-negative-aware contrastive model further im-
proved over the plain contrastive variant, reaching 0.649 in AUC and 0.582 in F1-score.
Paired comparisons over the same 20 tasks show that the proposed model significantly
improves over the plain contrastive model in F1-score (p=0.0107), while deep cross-
entropy performs significantly worse than aligned logistic regression (p=0.00021) and
the proposed model (p=0.0004). These results show that hard negative regularization
strengthens the contrastive pipeline.

Table 3. Main comparative results by target repository
(LR=logistic regression, Deep CE=deep cross-entropy, Proposed=proposed model)

LR Deep CE Contrastive Proposed

AUC | F1 | AUC| F1 | AUC| F1 | AUC| F1
apollo 0.623 | 0.546 | 0.652 | 0.440 | 0.803 | 0.683 | 0.804 | 0.700
elasticsearch | 0.675 | 0.568 | 0.603 | 0.387 | 0.539 | 0.484 | 0.637 | 0.614
genie 0.758 | 0.624 | 0.638 | 0.438 | 0.475 | 0.412 | 0.484 | 0.446
hazelcast | 0.616 | 0.591 | 0.522 | 0.431 | 0.539 | 0.350 | 0.560 | 0.501
sitewhere | 0.694 | 0.596 | 0.660 | 0.448 | 0.757 | 0.650 | 0.763 | 0.648
Overall 0.673 | 0.585 ] 0.615 | 0.429 | 0.623 | 0.516 | 0.649 | 0.582

Target
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Target-wise results vary across repositories: the contrastive models were strongest
on apollo and sitewhere, whereas aligned logistic regression remained stronger on ge-
nie and hazelcast and competitive on elasticsearch. A plausible explanation is that, un-
der imperfect post-alignment transfer, a well-regularized linear model can be more ro-
bust to alignment noise than a higher-capacity neural learner. Thus, hard negative reg-
ularization improves the contrastive framework, but its gains remain bounded by the
quality of the aligned transfer space. Further implications are examined in Section 5.2.

5.2 RQ2: Sensitivity to Threshold Choice and Source Selection

Since F1-score depends on the decision threshold, we compare the fixed threshold of
0.5 used in the main evaluation with source-side threshold-transfer strategies. As shown
in Table 4, source-side threshold tuning transfers poorly: fixed 0.5 yields an average
F1-score of 0.580, whereas source-validation balanced-accuracy and F1 thresholds re-
duce it to 0.423 and 0.372, respectively. This supports fixed-threshold evaluation as the
main protocol in this study.

Table 4. Threshold sensitivity of the proposed model

Threshold strategy F1-score
Fixed 0.5 0.580
Source-val best balanced accuracy 0.423
Source-val best F1 0.372
Oracle best balanced accuracy 0.679
Oracle best F1 0.780

Table 5 shows strong source-selection sensitivity. Transfer effectiveness varies
markedly across sources, and the mean-KS heuristic is substantially weaker than an
oracle source-selection strategy and not consistently stronger than random expectation.
Therefore, KS-based matching should be interpreted as a practical alignment mecha-
nism rather than as a reliable proxy for semantic compatibility. Even when post-align-
ment representation shaping is beneficial, deployment-oriented performance remains
strongly dependent on source-target compatibility and evaluation protocol choices.

Table 5. Source-selection sensitivity of the proposed model

Source-selection strategy | AUC | Fl-score

Fixed source: KC1 0.640 | 0.553
Fixed source: Zxing 0.671 0.629
Fixed source: activemg-5.2.0 | 0.718 0.619
Fixed source: pde 0.569 | 0.527
Mean-KS heuristic 0.569 | 0.527
Oracle best-by-AUC 0.756 | 0.636
Random expected 0.649 | 0.582
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5.3  Threats to Validity

Several threats to validity should be noted. For construct validity, we use KS-based
feature matching as a practical alignment mechanism and evaluate performance mainly
with AUC and F1-score; these choices are suitable for our setting, but they do not cap-
ture every aspect of heterogeneous transfer quality. For internal validity, the results may
be influenced by preprocessing and thresholding decisions, although we partially ad-
dress this through controlled comparisons and sensitivity analyses. For external valid-
ity, the evaluation is limited to 20 transfer tasks constructed from four benchmark
source projects and five target repositories, so the findings may not generalize uni-
formly to other HDP settings or source-selection scenarios.

6 Conclusion and Future Work

This paper examined whether hard-negative-aware contrastive learning improves het-
erogeneous defect prediction (HDP) after a pragmatic alignment step for heterogeneous
metric spaces. We combined percentile-rank normalization and KS-based feature
matching with source-supervised classification, contrastive representation learning, and
hard negative regularization, and evaluated the resulting post-alignment pipeline on 20
heterogeneous transfer tasks.

Hard negative regularization consistently strengthened the plain contrastive pipeline,
improving average performance from 0.623 to 0.649 in AUC and from 0.516 to 0.582
in F1-score, with a statistically significant gain in F1-score. At the same time, aligned
logistic regression remained the strongest average baseline, and performance varied
substantially across source-target pairs. These findings position hard-negative-aware
contrastive learning as a useful post-alignment component rather than a replacement
for strong aligned baselines, and suggest that future progress in HDP will depend on
stronger alignment, more reliable source selection, and more robust thresholding and
calibration.
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