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Abstract. Whole Slide Images (WSIs) are increasingly used in digital
pathology education, but their gigabyte-scale size creates severe deliv-
ery bottlenecks when large numbers of students simultaneously access
the same slides. Centralized WSI servers struggle to sustain interactive
zooming and panning under high-concurrency workloads, resulting in in-
creased latency and degraded responsiveness. To address this challenge,
we present an edge-cloud WSI delivery system that integrates content-
aware tile filtering with pathology-specific latent encoding to reduce data
transmission, and distributes the serving workload across edge servers
equipped with local caches and decoding capabilities. Edge servers can
further exchange cached content with peer nodes to minimize repeated
access to the cloud server. We evaluate the system on the CAMELYON16
dataset under simulated workloads of more than 150 concurrent users.
Compared with a centralized baseline, the proposed system reduces aver-
age response latency by 86.4%, tail latency (p95) by 71.0%, and per-slide
transfer time from 158 seconds to 58 seconds. These results demonstrate
that integrating edge-cloud delivery with compact content-aware trans-
mission is a practical approach for scalable, low-latency WSI access in
pathology education.

Keywords: Edge Computing · Whole Slide Image (WSI) · Content-
Aware Delivery · Latent Representation · Digital Pathology

1 Introduction

Recent advances in digital pathology have enabled the widespread adoption of
Whole Slide Images (WSIs) for clinical analysis and medical education. WSIs

* These authors contributed equally to this work.
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provide ultra-high-resolution representations of histopathological slides, allow-
ing interactive exploration through zooming, panning, and comparative analy-
sis, offering major advantages in accessibility, reproducibility, and collaborative
learning (Figure 1) [4].

(a) Whole slide image (b) x20 magnification (c) x40 magnification

Fig. 1. An example of WSI of a lymph node biopsy from a breast cancer patient,
featuring progressively magnified regions to illustrate multi-scale, tile-based exploration
in digital pathology.

Despite these benefits, WSI systems pose substantial challenges in data de-
livery and scalability. A single WSI can reach several gigabytes, and interactive
exploration requires continuous tile-based streaming. In educational environ-
ments, these challenges are amplified by high-concurrency access patterns. For
instance, in large histopathology modules, hundreds of students and instructors
may simultaneously access the same WSI sets to perform tissue identification,
lesion comparison, and diagnostic reasoning exercises. Under such conditions,
conventional centralized architectures frequently suffer from network congestion,
storage input/output bottlenecks, and limited cache efficiency, leading to pro-
hibitive latency and degraded responsiveness.

A substantial portion of the WSI data also consists of non-informative back-
ground regions that lack diagnostic value, but existing systems transmit image
tiles indiscriminately, regardless of clinical relevance [2]. While edge computing
has emerged as a promising solution by deploying servers closer to end users for
local caching and delivery [12], [6], existing approaches mainly focus on request
distribution without addressing redundant background transmission. In paral-
lel, tile-based feature caching [1] and learning-based latent encoding [11] have
demonstrated potential to reduce storage and computational costs, but these
methods have yet to be evaluated for real-time interactive delivery or edge-
based deployment. Similarly, distributed learning frameworks such as federated
learning [9] address privacy-preserving model training but do not target the opti-
mization of high-throughput image delivery under high-concurrency workloads.

Although prior work has independently explored edge caching, tile-level com-
pression, and latent encoding for pathology images, no existing framework inte-
grates content-aware data reduction with distributed delivery within a unified
edge-cloud architecture. Moreover, the practical feasibility of such a system in
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real-world educational deployment remains unexamined. This gap motivates the
present work, where we aim to bridge the disconnect between compression re-
search and system-level deployment by designing an integrated pipeline that is
both bandwidth-efficient and operationally viable in high-concurrency environ-
ments.

In this work, we present an edge-cloud WSI delivery system that integrates
two traditionally disparate challenges: the elimination of redundant data trans-
mission and the facilitation of scalable, real-time interaction in high-concurrency
educational environments. The primary technical challenge lies in achieving
substantial bandwidth optimization without compromising the diagnostic fi-
delity required for medical education. To overcome this, we design a unified
pipeline that first applies content-aware tile filtering to selectively discard non-
informative background regions, and then encodes only diagnostically relevant
tissue tiles into compact latent representations using a pathology-specific au-
toencoder. These latent vectors are distributed through edge servers equipped
with local caches and decoding capabilities, enabling low-latency reconstruction
at the client side. When a requested tile is not available in the edge cache, the
system retrieves the corresponding latent vector from the central cloud server,
ensuring consistent availability without requiring full-resolution image transfer.

We validate this system using the CAMELYON16 dataset (WSIs of lymph
node biopsies from breast cancer patients) under simulated conditions reflecting
real-world histopathology modules, where over 150 concurrent users simultane-
ously access the same slide sets for diagnostic analysis. Our results demonstrate
that the proposed approach significantly reduces both data transfer volume and
response latency compared to conventional centralized delivery, confirming its
effectiveness for practical deployment in large-scale medical education.

2 Related Work

2.1 Edge Computing in Medical Imaging

Distributed computing techniques have been widely explored in digital pathol-
ogy. Talebi and Azimi [9] proposed a federated learning framework that enables
multiple institutions to collaboratively train AI models without sharing raw data.
While such approaches demonstrate the potential of distributed infrastructures
for medical AI, they primarily focus on model training rather than real-time
data delivery.

Edge computing has also been investigated to improve the efficiency of med-
ical image delivery by bringing computation and storage closer to end users [12],
[6]. Existing edge-based systems leverage local caching and request distribution
to reduce latency and alleviate central server load. However, these frameworks
often fail to account for the unique demands of large-scale educational envi-
ronments, where hundreds of users exhibit highly synchronized and interactive
access patterns on shared datasets. Moreover, prior edge-based approaches focus
primarily on data locality and caching efficiency, without addressing the under-
lying inefficiencies of transmitting redundant or non-informative image content.



4 Y. S. E. Kim et al.

In contrast, our work integrates cooperative edge-based delivery with content-
aware data reduction and latent representation transmission. By integrating
background filtering, autoencoder-based encoding, and edge-side decoding with
edge-to-edge caching, our approach simultaneously reduces data volume and im-
proves distribution efficiency for high-concurrency educational environments.

2.2 WSI Processing and Compression

Given the massive scale of WSI data, tile-based processing has become a stan-
dard paradigm for improving computational efficiency. Bai et al. [1] proposed a
memory-augmented framework that caches patch-level feature representations to
accelerate repeated inference. However, these approaches mainly focus on feature
reuse within AI pipelines and do not address efficient delivery of visual image
tiles to end users under high-concurrency access.

Various compression techniques have also been proposed to reduce the stor-
age and transmission cost of WSI data. Das and Choi [2] provide a comprehen-
sive survey of both traditional and learning-based methods, while Yellapragada
et al. [11] introduced an autoencoder-based approach that compresses pathol-
ogy patches into compact latent representations that can later be reconstructed
through decoding.

Despite these advances, an important gap remains. Learning-based encod-
ing frameworks have primarily been developed for storage reduction or down-
stream analytical workflows. To the best of our knowledge, their applicability
to real-time interactive delivery in edge computing environments has not been
systematically explored, particularly under latency-sensitive, high-concurrency
access patterns where rapid tile retrieval and reconstruction are critical. This
gap motivates the present study.

3 Proposed Method

3.1 System Overview

We propose an edge-cloud WSI delivery system designed to overcome the bottle-
necks of centralized architectures in high-concurrency educational environments.
The core idea is to distribute slide delivery across edge servers while reducing
transmission overhead through content-aware preprocessing and compact latent-
form transfer. The system comprises a cloud server, two edge servers, and client
devices such as tablets used by students during pathology laboratory classes.

In conventional centralized systems, all client requests are handled by a sin-
gle server, leading to increased latency under concurrent access. In contrast,
our approach combines content-aware data reduction with distributed delivery
by selectively transmitting only diagnostically informative regions and routing
requests to nearby edge servers. By eliminating redundant background data at
the source and distributing the serving workload across edge nodes, the system
improves both bandwidth efficiency and response latency.
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Fig. 2. Overview of the proposed edge-cloud delivery architecture. The cloud layer
maintains the primary WSI repository and corresponding latent vector storage. Edge
servers perform localized caching and decoding of latent representations. In the event
of a cache miss, the edge server fetches the required latent vector from the cloud.

3.2 Edge-Cloud Delivery Architecture

The system follows a three-layer architecture consisting of a cloud layer, an edge
layer, and a client layer.

Cloud Layer The cloud server functions as the authoritative data source for
the entire system. It stores full-resolution WSI files and maintains a latent vec-
tor repository, which holds pre-computed latent representations for all tissue-
containing tiles generated by the encoding pipeline described in Section 3.4.
When an edge server encounters a cache miss, it issues a latent vector request
to the cloud server, which retrieves and transmits the corresponding compact
representation rather than the full-resolution tile. This design ensures that even
in the worst-case scenario where no edge cache contains the requested content,
the transmitted data volume remains substantially reduced compared to raw tile
transfer.

Edge Layer Each edge server is deployed in proximity to a group of client devices
and maintains a local cache of latent representations. The edge server is also
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equipped with a lightweight CNN decoder (described in Section 3.5), enabling on-
site reconstruction of image tiles from cached latent vectors. This local decoding
capability avoids transmitting full-resolution images over the network and shifts
the computational cost of reconstruction from the client to the edge.

Client Layer Client devices, such as tablets used by medical students during
laboratory classes, send tile requests to their nearest edge server. Clients receive
fully reconstructed image tiles and are not required to perform any decoding,
ensuring minimal computational requirements on the end-user side.

Request Handling and Cache Coordination When a client requests a WSI tile,
the request is first routed to the nearest edge server. If the corresponding latent
vector exists in the local edge cache, the edge server decodes it into a recon-
structed tile using the local decoder and returns the image directly to the client.
If the latent vector is not available in the local cache, the edge server queries
a peer edge server to check whether the vector is held in its cache. When the
peer holds the requested vector, it is transferred to the requesting edge server,
decoded locally, and served to the client. If neither edge server holds the vector,
the requesting edge server issues a retrieval request to the cloud server’s latent
vector repository, which returns the compact latent vector. The edge server then
caches the received vector locally, decodes it, and delivers the reconstructed tile
to the client. This hierarchical lookup strategy minimizes cloud server access
and reduces both network traffic and response latency. The cooperative commu-
nication between edge servers further alleviates redundant cloud requests under
high concurrency workloads [10].

3.3 Content-Aware Tile Filtering
A substantial portion of WSI tiles consists of non-informative background re-
gions (e.g., glass slide area without tissue) that do not contribute to diagnostic
interpretation. Transmitting these tiles wastes bandwidth and increases latency,
particularly under concurrent access. To eliminate this redundancy, we apply a
content-aware filtering step before encoding.

Each WSI is tiled at approximately 40× magnification into non-overlapping
224×224 px patches. A low-resolution thumbnail (512×512 px) of the slide is
generated, and a global Otsu threshold [8] is computed to separate tissue from
background. This threshold is then applied to each tile to estimate the tissue
pixel fraction. Tiles with fewer than 10% tissue pixels are classified as background
and discarded from the processing pipeline. In practice, this step retains approx-
imately 20 to 50% of grid positions per slide, depending on the tissue area of the
specimen. Tile filenames encode the grid coordinates (i, j), preserving spatial
context for downstream retrieval and reconstruction.

3.4 Latent Encoding
The remaining tissue-containing tiles are compressed into compact latent repre-
sentations using a pathology-specific autoencoder. We adopt the PathAE frame-
work [11] with a frozen hibou-b ViT-B/14 foundation model [7] as the encoder
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backbone. Each 224×224 RGB tile is first tokenized by the Vision Transformer
into a 256×768 feature map. This feature map is then projected to 256 channels
via a 1×1 convolution bottleneck and spatially compressed through two stride-2
convolutional layers, yielding a final latent representation of size 256× 4× 4.

At inference time, the latent code z is min-max quantized to 8-bit unsigned
integers before transmission:

s =
max(z)−min(z)

255
, q = clip

(⌊z
s
+ zp

⌉
, 0, 255

)
, (1)

where zp = ⌊−min(z)/s⌉. The quantization parameters (s, zp) (8 bytes) are
transmitted alongside the 4,096-byte payload, giving a total of 4,104 bytes per
patch. This yields approximately 4 to 10× reduction compared to the original
JPEG-compressed tile. These quantized latent vectors are stored in the cloud
server’s latent vector repository and distributed to edge servers upon request.
The number of encoded tiles per slide (N) varies depending on the tissue area
after background filtering; the per-slide tile counts and encoding throughput are
reported in Table 2.

3.5 Tile Decoding and Reconstruction

Each edge server is equipped with a lightweight CNN decoder that reconstructs
224×224 RGB tiles from the 256×4×4 latent vectors. The decoder architecture,
detailed in Table 1, consists of a series of transposed convolutional layers that
progressively upsample the spatial resolution while reducing the channel depth,
ultimately producing a full-resolution image tile.

The decoder is trained end-to-end alongside the encoder using a composite
loss function:

L = λL1 LL1 + λperc Lperc + λadv Ladv, (2)

with λL1 = 1.0, λperc = 0.1, and λadv = 0.01. The L1 reconstruction loss LL1

minimizes pixel-level differences between the original and reconstructed tiles.
The perceptual loss Lperc minimizes the squared ℓ2 distance between frozen
hibou-b features of the real and reconstructed patches, preserving histopathology-
aware structural fidelity. The adversarial loss Ladv is derived from a 70×70 Patch-
GAN discriminator trained with the LSGAN objective [5]. Both the decoder
and discriminator are trained using the Adam optimizer (β1 = 0.5, β2 = 0.999,
lr = 10−4) with a cosine annealing schedule over 100 epochs.

During inference, decoding is performed entirely at the edge server. When
a latent vector is retrieved from the local cache, a peer edge server, or the
cloud repository, the decoder reconstructs the corresponding tile locally before
delivering it to the client. This design ensures that only compact latent vectors
traverse the network, while full-resolution images are generated on-site at the
edge, minimizing transmission overhead.

The encoding and decoding throughput measured across randomly sampled
WSIs from the CAMELYON16 dataset [3] is reported in Table 2, where N
denotes the number of tissue-containing tiles per slide after background filtering.
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Table 1. Decoder architecture. Each transposed convolution is followed by Batch-
Norm2d and GELU activation.

Layer Operation Output Channels Spatial Size
Input — 256 4× 4
Bottleneck Conv2d 1× 1 + BN + GELU 256 4× 4
Upsample 1 ConvTranspose2d 4× 4, stride 2 256 8× 8
Upsample 2 ConvTranspose2d 4× 4, stride 2 128 16× 16
Upsample 3 ConvTranspose2d 4× 4, stride 2 64 32× 32
Upsample 4 ConvTranspose2d 4× 4, stride 2 32 64× 64
Upsample 5 ConvTranspose2d 4× 4, stride 2 16 128× 128
Upsample 6 Bilinear interpolation 16 224× 224
Output Conv2d 3× 3 + Tanh 3 224× 224

Table 2. WSI processing time (batch size 16) with CUDA encoding and CPU decod-
ing. N: patches per WSI; Enc/WSI, Dec/WSI: total time per slide; Enc/patch,
Dec/patch: average time per patch; Overall: total time per WSI.

WSI ID N Enc/WSI Dec/WSI Enc/patch Dec/patch Overall
normal_013 1021 7.57 s 4.55 s 7.4 ms 4.5 ms 12.16 s
normal_116 3869 28.70 s 18.98 s 7.4 ms 4.9 ms 47.81 s
tumor_090 5198 39.49 s 24.95 s 7.6 ms 4.8 ms 64.60 s
normal_142 8075 61.60 s 38.37 s 7.6 ms 4.8 ms 100.23 s
tumor_040 9213 90.39 s 45.38 s 9.8 ms 4.9 ms 136.04 s
normal_053 10971 85.81 s 53.96 s 7.8 ms 4.9 ms 140.12 s
Average – 52.26 s 31.03 s 7.9 ms 4.8 ms 83.49 s

4 Experiment
4.1 Dataset and Usage Context

We evaluate the proposed system using the CAMELYON16 dataset [3], a pub-
licly available benchmark widely used in digital pathology research. The dataset
contains 400 hematoxylin and eosin (H&E) stained WSIs of sentinel lymph node
sections, including both normal and tumor slides. In this study, we use a sub-
set of 50 slides comprising 28 normal slides and 22 tumor slides. This dataset is
selected for three reasons. First, it provides realistic tissue variability representa-
tive of specimens encountered in medical education, including both healthy and
pathological tissue. Second, the H&E staining protocol is the most commonly
used in pathology courses, making the dataset directly relevant to the target
deployment setting. Third, as a well-established public benchmark, it enables
reproducibility and comparison with future work.

The system is designed to support pathology laboratory courses in medi-
cal education. The target user group consists of over 150 students enrolled in
histopathology and organ-based pathology modules, along with supervising in-
structors. During these courses, students perform interactive exploration of WSIs
for tissue identification, lesion comparison, and diagnostic reasoning exercises,
while instructors use the same slides for demonstration and guided discussion.
These sessions are characterized by high-concurrency access, where all partici-
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pants simultaneously view and navigate the same slide set, creating substantial
demand on data delivery infrastructure.

4.2 Evaluation Goals and Metrics

The experiments are designed to answer the following questions. First, whether
the proposed content-aware filtering and latent encoding pipeline effectively re-
duces data transfer volume without compromising diagnostically relevant in-
formation. Second, whether the edge-cloud delivery architecture achieves lower
response latency compared to a conventional centralized system under high-
concurrency conditions. Third, whether the reconstructed tiles preserve sufficient
visual fidelity for use in medical education.

To address these questions, we evaluate the system along three dimensions:
reconstruction quality, response latency, and data transfer efficiency. Latency is
used as the primary performance metric, including both average latency and tail
latency (p95), to capture overall system performance and worst-case response
times under concurrent workloads. In addition, we measure the total volume
of transmitted data to evaluate the effectiveness of content-aware filtering and
latent encoding in reducing bandwidth usage. For reconstruction quality, we
provide qualitative visual comparisons between original and reconstructed tiles
to assess whether diagnostically relevant structures are preserved.

4.3 Experimental Setup

Hardware Configuration The cloud server is equipped with an Intel Core Ultra
9 processor, 128 GB RAM, and an NVIDIA RTX 5090 GPU (CUDA 13.1, driver
591.86). Edge servers are equipped with Intel Core Ultra 7 processors and 64 GB
RAM. All nodes are connected via a 2.5Gbps internal network. The GPU on
the cloud server is used for latent encoding during the preprocessing stage, while
edge servers perform decoding using CPU resources.

System Configuration We implement a prototype system within the internal net-
work. The cloud server performs content-aware tile processing, including back-
ground filtering and latent encoding, and maintains a latent vector repository
for all processed tiles. Edge servers cache latent representations locally and de-
code them to serve client requests using a lightweight CNN decoder. Client re-
quests are generated programmatically to simulate interactive operations such as
zooming and panning, reflecting realistic access patterns in pathology laboratory
courses with more than 150 concurrent users.

Compared Configurations We compare two system configurations. The first is
a centralized baseline, where all requests are handled by a single server and
raw WSI tiles are directly transmitted to clients without any preprocessing or
compression. The second is the proposed edge-cloud system, where the cloud
server performs background filtering and latent encoding, and the resulting latent
vectors are transmitted to edge servers for local decoding and delivery to clients.
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5 Results and Discussion
5.1 Patch Reconstruction Quality

Figure 3 presents qualitative comparisons between the original WSI patches
and their reconstructions obtained from the latent representations. Despite the
substantial compression achieved by the proposed latent encoding scheme, the
reconstructed patches retain the key histomorphological structures necessary for
pathological interpretation, including cellular boundaries, nuclear morphology,
and tissue architecture. Although minor smoothing and loss of fine-grained tex-
ture details can be observed in some patches, the overall structural integrity and
visual fidelity are maintained at a level suitable for educational use.

Original Original Original

Reconstructed Reconstructed Reconstructed

Fig. 3. Qualitative comparison between original and reconstructed WSI patches. The
proposed latent encoding preserves key cellular structures despite substantial compres-
sion.

5.2 High-Concurrency Performance Evaluation
Figure 4 presents the performance comparison between the two system config-
urations under the simulated high-concurrency workload with more than 150
concurrent users.

The centralized baseline exhibited an average response latency of 70.26 ms
and a tail latency (p95) of 98.44 ms, reflecting the impact of server-side bot-
tlenecks caused by processing all requests through a single node. In contrast,
the proposed edge-cloud system reduced the average latency to 9.55 ms (86.4%
reduction) and the tail latency to 28.52 ms (71.0% reduction). In addition, the
per-slide transfer time was reduced from 158 seconds to 58 seconds, correspond-
ing to an approximately 63.3% reduction. These improvements are attributed
to the combined effect of distributed edge delivery and reduced data volume
enabled by background filtering and latent encoding.
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Fig. 4. Latency comparison under 150 concurrent users.

5.3 Discussion

The experimental results confirm that the proposed architecture effectively mit-
igates the two key bottlenecks of conventional WSI delivery systems: redundant
background transmission and centralized serving under concurrent access. The
content-aware filtering step eliminates 50 to 80% of tiles per slide, and the sub-
sequent latent encoding further compresses each informative tile by 4 to 10
times. Together, these stages dramatically reduce the aggregate network traffic,
enabling smooth interactive navigation even under high-concurrency loads.

The edge-cloud architecture complements this data reduction by distributing
the serving workload across multiple edge nodes, each capable of local decoding
and caching. The hierarchical cache lookup strategy (local, peer, then cloud)
minimizes redundant access to the cloud server, which is particularly beneficial
when multiple users request overlapping tile regions during the same laboratory
course. From a systems perspective, the results indicate that pathology-specific
latent encoding frameworks can be effectively integrated into real-time edge-
based delivery pipelines, suggesting practical feasibility for deployment in digital
pathology education platforms.

6 Conclusion
In this paper, we presented an edge-cloud WSI delivery system that integrates
content-aware tile filtering, pathology-specific latent encoding, and distributed
edge-cloud delivery with a hierarchical caching mechanism to enable scalable,
real-time interaction in high-concurrency pathology education environments.
Through prototype evaluation under a simulated workload of more than 150 con-
current users, the proposed system reduced average response latency by 86.4%,
tail latency (p95) by 71.0%, and per-slide transfer time by 63.3% compared to
a centralized baseline, while preserving the histomorphological structures neces-
sary for educational interpretation.

The current evaluation was conducted in a controlled 2.5 Gbps internal net-
work with one cloud server and two edge servers, which may not fully capture
the complexity of real-world deployments involving wireless networks, variable
bandwidth, or larger-scale edge topologies. In addition, reconstruction fidelity
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may degrade in tiles containing sparse tissue regions near the filtering threshold,
and the current caching strategy does not yet incorporate adaptive mechanisms
based on user navigation patterns.

Future work will focus on deploying the system in live pathology courses to
conduct formal user studies. We aim to explore adaptive caching and prefetch-
ing strategies driven by user navigation behavior and investigate advanced de-
coding architectures to improve reconstruction quality further. By integrating
AI-assisted diagnostic features, such as real-time tumor region highlighting, the
system can evolve from a delivery platform to an intelligent, interactive educa-
tional tool.
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